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ABSTRACT

This article involves the development and evaluation of various
pipelines centered on Large Language Models (LLMs). The goal
is to make them capable of summarizing extensive texts, such as
books or video transcripts, producing complete summaries, despite
the context window limitations of these models.

Various models and pipelines are tested using different met-
rics and an interface to allow volunteers to generate and evaluate
summaries from video transcripts. Raw models and more com-
plex pipelines are compared to determine their effectiveness. The
pipelines are designed based on three different approaches: a re-
cursive method, a combination method that includes an extractive
summarizer, and a hybrid approach that incorporates both the re-
cursive and extractive pipelines.

The baseline models have the capacity to summarize only up to
512 tokens (approximately 400 words), while the pipelines devel-
oped here are capable of summarizing video transcriptions of more
than one hour, without a specific token limitation.
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1 INTRODUCTION

In recent years, the rise of artificial intelligence has enabled signifi-
cant advances in the area of Natural Language Processing (NLP).
This progress has led to great improvements in tasks such as sum-
mary generation, text translation, answering text-based questions,
and text rewriting, among others. However, Large Language Models
(LLMs) face a significant limitation: their context window.
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Typically, LLMs had a context window ranging from 512 to 4096
tokens, for example, GPT-3 can process up to 4096 tokens [12].
Until recently, this limit was extended to 128K tokens with models
like GPT-4 Turbo [14], approximately 91K words. This means that
they can only “remember” and reason about a limited amount of
information. For example, if an LLM reads a book, it may not be
able to remember the details of the beginning or middle of the book
when it reaches the end. This is a major obstacle for tasks such as
summary generation and question answering, where all relevant
information needs to be taken into account.

Therefore, the objective of this article is to develop a pipeline
that enables an LLM to summarize large volumes of text without
losing important information. To achieve this, various approaches
will be explored and compared:

e Original Pipeline: involves using the raw model as is, with-
out any modification.

e Extractive Pipeline: combines extractive summarization
techniques with the raw model to reduce the original length
of the input texts and make the model more capable of sum-
marizing correctly.

¢ Recursive Pipeline: divides the original text into smaller
parts and calls the model multiple times on these segments,
by doing this we can keep the most important information
independent from where it appears.

¢ Extractive and Recursive Pipeline: a combination of the
second and third pipelines. It first uses a model that per-
forms extractive summarization reducing the original length
and then divides and abstractly summarizes the different
segments.

Each of these pipelines will be studied and compared to deter-
mine their effectiveness in text summarization. They will be tested
with different raw models to see if they generally improve or not
the performance of the raw model. To measure the performance,
we will use some known metrics like Meteor, Rouge-1, -2, and -L,
and cosine similarity. Additionally, some volunteers will be asked
to evaluate the generated summaries.

2 STATE OF THE ART OF TEXT
SUMMARIZATION

One of the goals of NLP is for machines to understand, interpret,
and generate text and words from human language [11]. This field
combines computational linguistics with machine learning and
deep learning. This article will focus on the area of NLP that seeks
to summarize texts.

Text summarization is defined as the process of “Reducing to
short and precise terms, or only considering and briefly repeating
the essence of a matter or subject” [5].
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In this article, the aim is to perform summarizations using Au-
tomatic Text Summarization (ATS). This technique can offer nu-
merous advantages over summaries generated by humans, such
as the ability to generate summaries much faster, obtain more im-
partial summaries by eliminating human bias, and the possibility
of generating higher quality summaries than those generated by
humans.

There are two main types of summaries: extractive and abstract.
Extractive summaries are created by selecting the most relevant
sentences from the original text. This approach is less complex
as it does not require a full understanding of the text, simply ex-
tracting the most informative parts. Techniques such as TF-IDF,
PageRank [1] or clustering algorithms [4] are used to carry out
these summaries to determine which words are most relevant in
the text.

On the other hand, abstract summaries, where a model can gen-
erate new sentences that summarize the text, require a greater
understanding of the text. In this case, the model interprets the con-
tent and generates a summary that maintains the original meaning.
Although this process is more complicated, it can result in more
coherent and easy-to-read summaries [18].

In this work, we will focus on the realization of abstract sum-
maries. In Section 3.2 we explain in more detail some of the LLMs
capable of performing this task. That models are T5[15] and Pega-
sus [20] from Google, Bart [9] from Facebook, and PropherNet [19]
from Microsoft.

3 METHODOLOGY

This section explains how the project was organized and how it
has been planned to obtain and evaluate the results.

3.1 Programming Environment

The programming language utilized is Python. The environment
for executing tests and verifying results is Colab, which is equipped
with a T4 GPU. Due to the usage limitations of Colab, the High-
Performance Computing Cluster of Pompeu Fabra University is
used to perform calculations with large volumes of text [17].

3.2 Model Selection

The initial step involves searching for various models and check-
points from Hugging Face capable of summarizing. Due to resource
limitations, the search is centered on lighter models, excluding mod-
els with more than a billion parameters, such as GPT-3 [7], Gemma
[16], or LLama2[6]. These models, ranging from 200M to 600M
parameters, are designed to understand text and generate abstract
summaries. They are used because they are more resource efficient
than larger LLMs. Additionally, they have a context window of 512
tokens, around 400 words. Consequently, any input exceeding 512
tokens will result in the truncation of subsequent tokens.

Considered models have a similar encoder-decoder structure,
based on transformers but with slight variations in their architec-
ture or their pretraining:

e Bart[9]: Bart, which stands for Bidirectional and Auto-Regressive

Transformers, is an LLM developed by Facebook Al in Octo-
ber of 2019.
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e T5[15]:T5, also known as “Text-To-Text Transfer Trans-
former” was an LLM created by Google AI in October of
2019.

e Pegaus[20]: Pegasus, which stands for Pre-training with Ex-

tracted Gap-sentences for Abstractive Summarization Sequence-

to-sequence, is a model developed by Google Al in December
2019.

o ProphetNet[19]: ProphetNet was created by Microsoft, the
University of Science and Technology of China, and Sichuan
University in January of 2020.

3.2.1 Other auxiliary algorithms.

e WhisperX[2]: This library from Github contains an opti-
mized version of OpenAI’s Whisper model, which is useful
for transcribing audios quickly and accurately with times-
tamps. It is used in the pipeline where videos are transcribed
to summarize them.

e bert-extractive-summarizer[4]: This library uses BERT,
Bidirectional Encoder Representations from Transformers.
It is trained to perform extractive summaries by grouping
the embeddings that represent the sentences of the text by
similarity.

3.3 Pipeline Development

We propose several different pipelines to generate summaries of
long texts using the models mentioned above. Although we also per-
form other experiments we illustrate them here using transcriptions
of YouTube videos as input which we generated with WhisperX.

3.3.1 Original Pipeline. This pipeline uses the summarization mod-
els, explained in Section 3.2 of above, without any modifications to
generate the summaries of the input texts.

These are the straightforward approaches that we use as base-
lines. Their limitation is that they can only process the first X tokens,
as the context window of each model restricts it.
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Figure 1: Schema of the original pipeline.

3.3.2  Extractive Pipeline. In this approach, the bert-extractive-sum-
marizer is incorporated, which reduces the original text by first
performing an extractive summarisation, selecting its most impor-
tant parts. Subsequently, the model processes and summarizes this
selected subset. This pipeline allows a model with context limita-
tions to process more text, but still has size limitations.
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Figure 2: Shema of the extractive pipeline
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3.3.3 Recursive Pipeline. Due to the ongoing limitation of the
model’s context window, a recursive approach has been employed.
In this approach, the model progressively summarizes sections of
the text, until the text is reduced to less than 500 tokens. By doing
this, when the final step is reached, there are no longer problems
with having to summarize an excessive amount of text, which can
significantly improve the results.
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Figure 3: Schema of the recursive pipeline.

3.3.4 Extractive and Recursive Pipeline. This approach combines
the two previous pipelines. First, an extractive summary of the
text is made to reduce its volume, eliminating the less important
sentences. Then, the recursive pipeline is applied and the text is
progressively reduced.
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Figure 4: Schema of the extractive and recursive pipeline.

3.4 Model Comparison and Evaluation

Models and pipelines are evaluated to determine which offers the
most effective results with two evaluation strategies.

The first (automatized) evaluation strategy (illustrated in Fig-
ure 5) uses the BookSum dataset[8], which contains book chapters
and their summaries. This dataset, amounting to 379 MB, contains
12,515 samples. These samples provide reference summaries that
we compare with the outcomes of our pipelines applying metrics
such as ROUGE[10], METEOR([3], and cosine similarity[13].

The second (manual) evaluation strategy uses transcriptions
of long YouTube videos. Although these are long texts they can
be easily evaluated by human volunteers who have watched the
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Figure 5: Illustration of the process of comparing pipelines
with metrics. BookSum chapters from renowned books and
their corresponding summaries are used as references and
compared to the generated summaries using various metrics.

videos to identify hallucinations or inconsistencies in the gener-
ated summaries. We refer to this process as User Evaluation and
Feedback

3.5 User Evaluation and Feedback Framework

A framework for human evaluation is designed to compare various
summarization pipelines. Four different summaries, generated from
video transcriptions through software with an interactive interface,
are provided to volunteers. Instead of reading extensive texts, vol-
unteers are suggested to select a video they have already viewed,
after which they evaluate the accuracy of the generated summaries.
The objective is to collect feedback from the volunteers on the sum-
marization pipeline they perceive as most effective. This feedback is
collected through a survey where participants indicate on a Likert
scale from 1 to 5 if the summary does not reflect the content of
the video they viewed (1), or on the contrary, represents the video
totally (5). The summaries are anonymous, meaning volunteers are
unaware of which summary is generated by each method. The col-
lected data is then used to evaluate and compare the effectiveness
of the various summarization pipelines.

3.6 Challenges Faced

During the development of this project, some challenges appeared
and modified the initially foreseen path of experiments.

Initially, we planned to use the GPUs provided by Colab. How-
ever, Colab has limitations in terms of time and computation. We
primarily used it for human evaluation, running Streamlit with the
Colab backend. A challenge we faced was that a new link was gen-
erated each time Colab was executed. Furthermore, computational
limitations led us to seek alternatives for calculating the metrics of
the samples.

To address this, we utilized the High-Performance Computing
(HPC) infrastructure of the UPF, which facilitated working with
high volumes of samples. However, a policy change restricted access
to the GPUs during the execution of the project, preventing us from
calculating our experiments for larger sample sizes. As a result, we
had to proceed with only 10 samples of the BookSum data set for
the metrics evaluation.

Additionally, it was observed that different models produced
summaries of varying lengths. To ensure fairness in the metric
evaluation and the human evaluation process, the models were
adjusted to output summaries of approximately 75 words. This ad-
justment was important as most metrics assign scores based on the
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Figure 6: Evaluation metrics seen in a Barplot for different raw models (colors) and pipelines (x-axis) applying bootstrap.

coincidence of n-grams in the reference and generated summaries.
Therefore, longer generations typically result in better scores. More-
over, in human evaluation, summaries of different lengths can be
perceived as better than others.

4 RESULTS

We now proceed to present which pipeline is best suited for the
models under consideration.

4.1 Automatic evaluation

Initially, the focus will be on the automatized evaluation metrics
calculated for 10 samples from the BookSum dataset.

Different models with different pipelines have been used and
their performance has been compared using the various autom-
atized metrics. Figure 6 shows that in most cases, the recursive
pipeline achieves the highest values in the different metrics. Due
to resource limitations, although the original idea was to make the
plots with 1000 samples, only 10 samples are available for each case
and bootstrapping has been performed to calculate the error bars
(mean + standard deviation of 1000 random resamplings)

In the results, two trends can be observed. One trend involves the
Pegasus and T5 models, and the other involves Bart and ProphetNet.
Both trends exhibit similar variations across most metrics, with
Bart outperforming ProphetNet and Pegasus surpassing T5.

For Pegasus and T5, the best results are observed for the original
pipeline and the recursive. However, the performance can vary
depending on the metric. The extractive and recursive pipelines
show lower performance.

The other two LLMs, Bart and ProphetNet, follow a different
trend that can vary depending on the metric. It appears that with
more complex pipelines, the performance worsens. This suggests
that this pipeline does not meet the expected performance and does
not improve the results for the metrics used.

It should be noted that the metrics used in this study are not
perfect and have some disadvantages. For instance, they depend on
a “reference summary”, and the length of the generated summary.
Also, we noted a strong negative correlation of repeated n-grams
with the evaluation metrics. This is because, in the dataset, the
reference summaries were very long, longer than the summaries
generated by the models. Thus, if a model generates larger sum-
maries and/or has fewer repetitions, it performs better.

4.2 Human Evaluation

To compare the different models and methods, a human evaluation
has been conducted with the help of 20 volunteers. An app has been
implemented with Streamlit where people can choose a YouTube
video and generate four summaries with it, one with each pipeline.
Without knowing how each summary has been generated, users
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Table 1: Average score of Human Manual evaluation of the different models and pipelines on 5-point Likert scale.

Model Pipeline No. of samples’ Mean Std Min Max
bart-large-cnn Original 8 2,50 1,13 1 4
bart-large-cnn Extractive 8 2,25 0,93 1 3
bart-large-cnn Recursive 8 2,88 1,13 1 4
bart-large-cnn Extractive and Recursive 8 2,00 1,41 1 4
pegasus_summarizer Original 8 3,13 2,12 1 4
pegasus_summarizer Extractive 8 2,75 1,41 1 3
pegasus_summarizer Recursive 8 3,38 2,83 1 5
pegasus_summarizer Extractive and Recursive 8 2,13 0,71 2 3
prophetnet-large-uncased Original 2 2,50 0,71 1 2
prophetnet-large-uncased Extractive 2 2,00 141 1 3
prophetnet-large-uncased Recursive 2 1,50 1,41 1 3
prophetnet-large-uncased  Extractive and Recursive 2 2,00 2,12 1 4
t5-base Original 2 2,50 1,41 1 5
t5-base Extractive 2 3,00 0,99 1 4
t5-base Recursive 2 2,50 0,89 2 4
t5-base Extractive and Recursive 2 2,00 1,25 1 5

score the four summaries individually with a score between 1, if
the summary does not reflect the content of the video they viewed,
to 5 where the summary represents the video very well.

The results of the scores of 20 volunteers, each of whom has
evaluated 1 different video, are shown in Table 1. The volunteers
performed fewer evaluations with the T5 and ProphetNet models
because we decided to focus our resources on the most promising
avenues. In this case, after starting testing, it was observed that
the T5 and ProphetNet models were not performing as well as the
other models. To ensure the quality of the summaries and the user
experience of the volunteers, the decision was made to concentrate
on the models that were providing the best results. This approach
is not only efficient but also respects the time and effort of the
volunteers by providing them with the highest quality summaries
for evaluation.

To determine whether we can confidently reject the hypothesis
that the results of the recursive pipeline are equal to those of the
original model, we have performed a statistical test. This involved
comparing the results of the original pipeline with those of the
recursive pipeline using a two-sided t-test. With a confidence level
of 90% (t-statistic: 1.843, p-value: 0.0787), we could reject the hy-
pothesis that the recursive pipeline yields the same results as the
original pipeline.

We have also compared the recursive pipeline’s results with those
of other pipelines for Bart and Pegasus. The results (t-statistic: 2.074,
p-value: 0.0501) suggest that, with a 90% confidence level, we could
reject the hypothesis that the other pipelines perform the same
as the recursive pipeline. These results provide a statistical basis
for asserting the recursive pipeline’s best performance over the
original pipeline and the other ones.

Nevertheless, several insights can be extracted from the results:
The extractive and recursive approach performed the worst across
all models. Pegasus is the best-evaluated model, with a score greater
than 3 for both the original and recursive pipeline. This contrasts
with the metric results, which indicated that Bart had better perfor-
mance. The performance of Bart followed the distribution of the

metrics, but, interestingly, Pegasus mirrored the trend of Bart and
ProphetNet in the metrics, indicating that the original and recurrent
pipelines achieved better performance. ProphetNet and T5 were not
considered in this analysis due to the small number of volunteers
who voted for these models.

4.3 Discussion of the results

From the previous tests, we can extract several conclusions: Firstly,
it is important to note that raw models are capable of reading only
the first 400 words. This limitation contrasts with the finding that
these models perform well in both automatic and human evalua-
tions. There are two reasons for this. With the metrics, the reference
summary was significantly larger than the 400-word context win-
dow of the model. As a result, a brief summary of the beginning and
a brief summary of the entire text would have a similar percentage
of n-grams appearing, leading to similar metric scores. In human
evaluations, another factor comes into play, which we can label as a
‘introduction summary’ bias. Many YouTube videos begin with an
introduction that provides general information about the content
of the video. Summaries of this type are well-received because they
encapsulate what the video will discuss. However, if the video au-
thor includes an in-person advertisement during the initial part of
a video it tends to be part of the summary with the original pipeline
and receive low evaluation scores. The recursive approach, on the
other hand, takes all the information into account, generating a
summary that can discuss important points that appear later in the
video and is not affected by the context window limitation.

Another interesting observation is the difference in the perfor-
mance of Pegasus in metrics and human evaluations. As mentioned,
Pegasus tends to create shorter summaries we instructed it to make
them longer to ensure fairness across all pipelines. However, creat-
ing longer summaries introduced “n”, as a filler character, which
reduces performance in metrics because it counts as an n-gram that
does not appear in the reference summary.

A significant issue is the limitation of the metrics. The primary
question is, how can one evaluate whether a summary is good?
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The solution is complex and relies on a reference summary for com-
parison. However, this transforms then into a question of whether
the summaries are similar, which may be seen as a limitation since
alternative good summaries may exist but the metrics would not
detect it if they are very different from the reference summary.
Lastly, it is necessary to understand why ProphetNet does not
perform as well as the other models. Despite being the newest
model we used, the paper of ProphetNet [19] reveals that it has
received less pretraining than the other models we are using. It
does not lead to good results because of the frequent repetition of
n-grams. The recursive pipeline gives the worst result, since for
that pipeline we add “summarize:” in each model call. This seems
to cause difficulty for ProphetNet in understanding this instruction.

5 CONCLUSIONS

This work has been motivated by the significant evolution of ar-
tificial intelligence in the generation and processing of natural
language in recent years. It has served as an initial approach to
the area by investigating simpler models than the state-of-the-art
LLMs, aiming to solve the issue of short context windows for mas-
sive data in the task of text summarization in the context of resource
limitations.

Learning to build pipelines on large language models and study-
ing whether this improves their performance has been a key fo-
cus. Several language generation models have been studied, along
with various datasets for creating and comparing summaries. The
functionality of several metrics has been examined to evaluate the
quality of the summaries. Additionally, an interface has been im-
plemented for volunteers to use the tools and generate their own
summaries from YouTube videos.

Due to resource constraints, the focus was on lightweight models,
specifically those with less than a billion parameters. Google Colab’s
GPUs were used, which have time and computational limitations.
Other resources like the High Performance Computing (HPC) of
UPF were employed. This facilitated the testing of pipelines and
the obtaining of results, allowing longer execution times.

Our study has a few limitations. One is the small sample sizes in
experiments, which were caused by the only very limited access to
HPC resources.

Another limitation appeared in the datasets; the difference in
length between the reference summaries and the generated sum-
maries led to a smaller precision but a better recall. By ensuring that
the summaries were of similar length, this could be partially miti-
gated. Additionally, the requirement for a GPU limited the number
of human evaluations.

In summary, pipelines that use recursion are more complete as
they receive the entire text to be summarized as input, which is
not the case with the original and the extractive pipelines. The
recursive pipeline is not suitable for models like Prophetnet, but it
works very well with models like T5, Pegasus, or Bart. Recursive
pipelines generate summaries that accurately represent the original
text and are perceived as better by the volunteers. Finally, statistical
tests confirm that the recursive pipeline is better than the original
pipeline, especially with T5, Pegasus, and Bart.

This work has clear applications in the real world. Since light-
weight models are used to generate summaries, this could serve as
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a method to summarize large volumes of text in a resource-efficient
program, making it suitable for devices with limited memory.

In future work, fine-tuning could be performed with datasets that
are more specialized in long summaries. For example, the issue with
the "n” filler character of Pegasus could be solved with re-training,
allowing to uncover the full potential of these models. It would
also be interesting to compare our results with the performance of
larger language models such as GPT-4 or Gemma in these tasks for
which we have enough resources or permissions.
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